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During the time period 02/01/2007 – 01/31/2008, we have made the following progresses 
towards our scientific objective - full-3D waveform tomography (F3DT) and near-real-
time finite source parameter inversion in Southern California: 
 

1. Study region selection, seismic source and station selection and waveform data 
gathering; 

2. Reference Earth structure model selection and validation; 
3. Computer code validation for generating Source Wave Fields (SWF) and 

Receiver Green Tensor (RGT); 
4. F3DT workflow construction and computational cost quantification. 

 
The key personnel involved in this project have expanded from the four PI and co-PIs 
into a team of 8 people including both geophysicists and computer scientists. In the 
following, I’ll explain the four points above in more detail. 
 
1. Study region, seismic source and station selection and waveform data gathering 
 
We have selected the TeraShake (TS) V3 box as our study region (large box in Figure 1). 
Our modeling volume is 600 km x 300 km x 80 km. This modeling volume is about 46 
times larger than a previous F3DT inversion we conducted for the Los Angeles basin 
region (small box in the left panel of Figure 1). The associated computational cost will be 
significantly larger than our LA basin F3DT experiment (see section 4), but is still 
affordable considering recent developments in computing and data storage capability at 
the National Center of Supercomputing Applications (NCSA) and the San Diego 
Supercomputing Center (SDSC). 
 
The TeraShake V3 box covers most areas in Southern California. It includes most of the 
major basins such as the Los Angeles basin, Ventura basin, Long Beach, where 
earthquake ground-motion as well as seismic hazard analysis is a major concern. 
Therefore we consider that our selected modeling volume is of significant societal and 
scientific significance and well worth of the investment of the computational resources 
that I’ll outline in section 4. 
 
Within the TS V3 box, there are totally 264 CISN (California Integrated Seismic 
Network) broadband three-component stations (left panel of Figure 1). To reduce 
computational cost, we have decimated the 264 stations down to 150 stations (right panel 
of Figure 1). The selected 150 stations provide almost the same coverage of the TS V3 
box as the 264 stations, with slightly sparser coverage in and around the Los Angeles 
basin and Anza regions. 
 
Within the TS V3 box, we have selected 529 earthquakes with local magnitude (ML) 
ranging from 4.0 to 7.3. We use the focal mechanisms determined from the polarities of 
first-motion data as our reference point-source models. The hypocenter locations of our 
point-source models for these 529 events were extracted from the latest relocated 
earthquake catalog provided by Guoqin Lin, Peter Shearer and Egill Hauksson. The 
relocation algorithm is based upon waveform cross-correlation and station-dependent 
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static corrections. In order to reduce computational cost, we have selected a subset of 200 
earthquakes for our initial analysis. The selected 200 earthquakes (right panel of Figure 
2) have local magnitude ranging from 4.4 to 5.5 and still provide decent coverage for the 
TS V3 box. 
 
Broadband, three-component seismic waveform data for the selected 200 earthquakes as 
recorded at the selected 150 CISN stations have been collected from the Southern 
California Seismic Network (SCSN) data center (http://www.data.scec.org) and stored 
locally at the High-performance Computing Center (HPCC) at University of Southern 
California. Some examples of the recorded and synthetic seismograms for the 2005 ML 
4.9 Yucaipa earthquake are shown in Figure 3. 
 
2. Reference Earth structure model selection and validation 
 
So far we have identified three candidates of reference Earth structure models for our 
F3DT study in the TS V3 region. They are CVM-H (developed by Peter Süss and John 
Shaw from Harvard University and previously know as the “Harvard 3D” model), 
Community Velocity Model (CVM) version 4.0 and CVM version 3.0. 
 
Our first-choice for the reference Earth structure model is CVM-H. This decision is based 
upon the following reasons.  
 

• Unlike CVM3.0 or CVM4.0, which are largely rule-based empirical structural 
models, CVM-H is largely constrained by sonic logs and reflection/refraction 
profiles from the oil industry.  

(a) (b) 

Figure 1. Station distribution for the TeraShake V3 area (large blue box). (a) all 
CISN stations in Southern California are shown as red triangles (filled triangles 
are for stations located inside TS V3 box, open symbols are for stations located 
outside the TS V3 box), major faults are shown as black solid lines, color shows 
topography. Small blue box shows the Los Angeles region of our previous study. 
(b) Distribution of the selected 150 stations located within our TS V3 box. 
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• In our previous F3DT study for the Los Angeles basin region, we have done 
systematic evaluation and comparison of CVM-H and CVM3.0 by comparing 
observed waveform data with synthetic seismograms computed using the two 
types models and found that in general CVM-H provides slightly better fit to the 
observed waveforms than CVM3.0 (Figure 7 in Chen et al. 2007).  

• Also in that previous study, we selected CVM3.0 as our reference Earth structure 
model in our F3DT inversion. The inverted model perturbation with respect to our 
starting model CVM3.0 actually brings the model closer to CVM-H, particularly 
in and around the Los Angeles basin region (Figure 14 & 15 in Chen et al. 2007). 

 
Figure 2.  (a) Distribution of the selected 529 earthquakes, shown as beach-
balls, with local magnitude larger than 4.0. The focal mechanisms were 
determined by Egill Hauksson from first-motion data. (b) Distribution of the 
200 earthquakes selected from the 529 earthquakes in (a) for our F3DT study. 

Currently, there are several problems associated with CVM-H when we try to use it for 
the TS V3 region. As shown in Figure 4 and as pointed out by Phil Maechling, Rob 
Graves and Jacobo Bielak, the following issues need to be resolved before we can use 
CVM-H as the reference model. 
 

• CVM-H does not cover the whole TS V3 region and we need to fill the volumes 
that CVM-H does not cover with some geologically sound seismic velocity 
structures. 

• CVM-H was originally constructed to account for non-flat topography and 
seismic velocity structure actually extends above the sea level where elevation is 
above sea level. But our seismic wave propagation code currently does not have 
the capability to handle non-flat topography, we need some mechanism to “flatten 
topography” before we can use CVM-H with our forward simulation code. 

• In CVM-H, the shear-wave speed Vs is scaled from the P-wave speed Vp using 
empirical rules provided by Tom Brocher. In the current empirical rule, the 
“mudline” is not very good for low Vp values, which yields very low Vs even at 
below 1 km depth. 

• There are artifacts (checkerboards) at larger depths, which show up at the 20-km 
and 40-km depth slices in Figure 4. 
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We are actively working with the Harvard group to resolve these issues. We believe that 
we can come up with a satisfactory solution very soon. 
 
Our second choice for the reference structural model is CVM4.0. Compared with 
CVM3.0, CVM4.0 has a new Vp-Vs relation, a new basement for the San Bernardino 
basin area and a new model for the Salton Trough region. We have done a series of 
comparisons between synthetics computed from CVM3.0 and CVM4.0, synthetics 
computed from CVM4.0 yielded visible improvements in fitting the observed waveforms 
than CVM3.0 (Figure 5).  

 
At the time of this writing, we have not yet discovered any serious problems with 
CVM4.0 that would prevent us from using it as a reference model for our F3DT study for 
the TS V3 region. But as a fallback plan, our third-choice for a reference model is 
CVM3.0, which has been used by other researchers for nearly a decade and has been 
tested by us in various simulations including the TeraShake simulations. 
 
3. Computer code validation for generating SWF and RGT 
 
We will use the staggered-grid finite-difference code developed by Kim Olsen and 
improved by Yifeng Cui to calculate the source wave fields and receiver Green tensors. 
The version number of the code that we are currently using is TeraShake_2_6_4, which 

 

Figure 3. Comparison of the transverse-component synthetic (red) and 
observed waveforms for the Yucaipa event at selected stations around the Los 
Angeles basin area. The focal mechanism is plotted at the epicenter. The 
seismic velocity model used for computing the synthetics is the SCEC 
CVM4.0. All seismograms have been low-passed to 0.2 Hz. 
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has been successfully ported to TeraGrid site Abe, where we intend to carry out most of 
our wave propagation simulations. 
 

Figure 4. CVM-H Vp and Vs 
at different depths. Black 
regions are where CVM-H 
does not cover. The column 
on the left shows the raw 
extracted values, the right 
column shows the 
topography-adjusted values. 
In the original CVM-H, the 
depth is referenced relative to 
the sea level. In the left 
column, the 0km-depth 
values are therefore the 
values at sea level rather than 
the values at the topography 
surface. In the right column, 
the elevation/bathymetry at 
each mesh point is added to 
the extraction depth and then 
the velocity values were 
extracted at the adjusted 
depth. The fringe pattern at 
0km depth in the right 
column might be due to the 
mismatch between the 
topography values used to 
adjust extraction depth and 
those used in the original 
CVM-H. The checkerboard 
pattern for Vs at 20km depth 
is an artifact. We are working 
with the Harvard group to 
resolve this issue. 
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The synthetic waveforms computed using TeraShake_2_6_4 have been compared with 
those computed using the Hercule’s tool-chain, a completely different method for wave 
propagation simulations based on the finite-element method developed by Jacobo 
Bielak’s group. The differences between these two types of synthetics are very small. 
 
We have also compared the synthetic waveforms computed using TeraShake_2_6_4 with 
observed waveforms from some small earthquakes. An example of the comparisons is 
shown in Figure 3. 
 
The computed RGT should satisfy reciprocity principle, which tells us that the synthetic 
seismograms generated using the RGT and reciprocity principle should be the same as 
the synthetic seismograms computed by propagating the wave from the source to the 
receiver. As shown in Figure 6, the synthetic waveforms computed using the two 
difference methods have almost no difference, which suggests that the RGT computed 
using our TeraShake_2_6_4 code is correct. 
 

Figure 5. Observed and synthetic waveforms for the Yucaipa event at transverse components of 
selected stations around the Los Angeles basin area. (a) Comparison of synthetics computed 
using CVM4.0 (red) and CVM3.0 (blue). (b) Comparison of observed (blue) and synthetic (red) 
seismograms computed using CVM3.0. (c) Comparison of observed (blue) and synthetic (red) 
seismograms computed using CVM4.0. Notice that the CVM4.0 synthetics are slightly faster 
than CVM3.0 synthetics at some stations in and around the LA basin, and the CVM4.0 synthetics 
match the observed waveform slightly better than CVM3.0 synthetics. 
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4. F3DT workflow construction and computational cost 
 
All of our SWF and RGT calculations will be carried out on ABE in Illinois. The 
computed SWF will be moved to another TeraGrid site SDSC in San Diego and archived 
on a tape system. After the SWF for every events in our selected 200 earthquakes is 
completed, the archived SWFs will be staged back to disk locally at SDSC and we will 
compute the sensitivity kernels using the SWFs and the RGTs using an IA64 machine at 
SDSC.  

 
Due to the large amount of data that need to be generated and moved across the TeraGrid, 
we will implement a workflow to automate the procedure. A schematic overview of the 
workflow is shown in Figure 7. First, the reference Earth structural model m and the 
reference source model s are used to generate SWF and RGT using our 
TeraShake_2_6_4 code. The generated RGT is stored on two sub-grids and produces the 
mRGT, which will be used in computing the sensitivity kernel for tomography inversion, 
and sRGT, which will be used for source inversion. The mRGT will be convolved with 
the SWF, which has been stored on the same sub-grid as mRGT and generate the 
sensitivity kernel for tomography Km. The sRGT will go through a spatial differentiation 
with respect to the source location to obtain the partial derivatives Ks needed for source 
parameter inversion. The SWF at the station locations will give us the synthetic 
seismograms, which are analyzed together with the corresponding observed seismograms 
d in the GSDF procedure to produce a waveform misfit measure δd, which is inverted 

Figure 6. An example of the 
comparison between the synthetic 
seismograms computed using the 
RGT by applying the reciprocity 
principle (thick dash lines) and 
the synthetics computed by 
finite-difference calculation of 
wave propagation from the 
source to the receiver (thin solid 
lines). The agreement between 
these two types of synthetics is 
excellent. The seismic structure 
model used in this calculation is 
CVM3.0. Upper panel: vertical 
component; middle panel: radial 
component; lower panel: 
transverse component. 
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using Km for a perturbation to the reference structural model δm, and inverted using Ks 
to obtain a perturbation to the reference source model δs. The inverted model 
perturbations are then added to the reference source and structure models to obtain the 
new reference source and structural models for the next iteration of the whole procedure. 
We plan to carry out the whole procedure for two iterations. 

 
The workflow shown in Figure 7 will be carried out in three separate steps as shown in 
Figure 8a-d. In step one (Figure 8a), the “event loop”, we compute the SWF for each of 
the earthquakes in our event list. After the SWF for each event is computed at ABE, we 
transfer it to the tape storage system at SDSC and at the same time, the synthetic 
seismograms at the 150 station locations are extracted and analyzed together with their 
corresponding observed seismograms using the GSDF procedure. One calculation of 
SWF takes about 2 hours on 4000 processors at ABE. To save storage cost, the computed 
SWF will be stored on a sub-grid, which has been decimated from the uniform mesh used 
in the finite difference calculation. The grid decimation algorithm ensures that there are at 
least 5-6 grid points for each shear wavelength, which should be sufficient for accurate 
construction of the sensitivity kernels later on. After the grid decimation, each SWF will 
occupy about 2 TB storage space. For the 200 earthquakes in our event list, the total 
storage cost at SDSC for step one is about 400 TB. The data transfer from ABE to SDSC 
will be overlapped with the SWF calculation. We are currently working on an accurate 
estimation of the data transfer rate. 
 
In step two (Figure 8b), the “station loop”, we compute the RGT for each station in our 
station list. The computed RGT is stored on two sub-grids to save the storage cost. The 
mRGT is the RGT saved on the same decimated grid as the SWF and the sRGT is the 
RGT saved on all the grid points within 2 km around the source locations. The mRGT is 

Figure 7. Schematic overview 
of the F3DT workflow. The 
meanings of all the symbols are 
explained in the text. 
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transferred to SDSC for constructing the sensitivity kernels for tomography as soon as it 
is computed. The sRGT is stored locally at ABE, and after spatial differentiation, the 
partial derivatives needed for source parameter inversion can be calculated. Each mRGT 
is about 6 TB large, but it can be deleted as soon as all the kernels for that station are 
computed, therefore it does not incur permanent storage cost. The storage cost for sRGT 
is about 0.4 TB per station, for the 150 stations in our station list, the total storage cost for 
sRGT is about 60 TB. 
 
In step 2a (Figure 8c), the “kernel loop”, after the mRGT for each station is transferred 
from ABE to SDSC, the SWFs, for which we have made GSDF measurements at that 
station, are staged from the tape to the disk. The mRGT is then convolved with each of 
the SWFs to construct the sensitivity kernels for the tomography inversion. The kernel 
calculation and the staging process need to be overlapped in order to minimize the 
overhead incurred by reading from the tape system. After all the kernels for that station 
are computed, we delete that mRGT to save disk space. 
 
In step 3 (Figure 8d), at NCSA, the partial derivatives for all events are computed from 
the sRGTs for all stations and the source parameters are refined through an iterative 
gradient-based optimization procedure. At SDSC, all kernels from all events at all 
stations are collected and all GSDF measurements are inverted to obtain a structural 
perturbation using a regularized LSQR algorithm. The derived perturbations to the source 
parameters and the structural models are then added to the reference models. The updated 
reference models are then used to initiate the next iteration. 
 
For two iterations of step 1 through 3, the total computational cost is about 10.4 M CPU-
Hours, which amounts to about 4 months of uninterrupted computing time on 4000 
processors at ABE, and 400 to 600 TB storage space. 
 
To keep track of all the meta-data throughout the data generation and movement 
procedures, Scott Callaghan has designed a schema for constructing and updating the 
meta-data database. The schema has been listed in Appendix 1. To ensure the integrity of 
the data during data movement, David Meyers has implemented an automated procedure 
to check the md5sum in parallel. 
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Figure 8. Flow control diagram for the different steps in the 
F3DT workflow as outlined in Figure 7. See text for detailed 
explanation of the symbols. 
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Appendix 1. 
 
create database Tera3D; 
use Tera3D; 
 
create table Sources 
( 
Source_ID unsigned int auto_increment not null, 
Source_Name varchar(10) not null unique, 
primary key (Source_ID) 
) engine=InnoDB; 
 
create table Iterations 
( 
Iteration_ID unsigned tinyint auto_increment not null, 
Iteration_Description text, 
primary key (Iteration_ID) 
) engine=InnoDB; 
 
create table Tar_Files 
( 
Tar_Filename varchar(100) not null unique, 
Iteration_ID unsigned tinyint not null, 
md5sum char(16) not null, 
primary key (Tar_Filename, Iteration_ID), 
foreign key (Iteration_ID) references Iterations(Iteration_ID) 
) engine=InnoDB; 
 
create table Source_Waveforms 
( 
Source_Waveform_Filename varchar(100) not null unique, 
Iteration_ID unsigned tinyint not null, 
Source_ID unsigned int not null, 
md5sum char(16) not null, 
Tar_Filename varchar(100) not null, 
primary key (Source_Waveform_Filename, Iteration_ID), 
foreign key (Iteration_ID) references Iterations(Iteration_ID), 
foreign key (Source_ID) references Sources(Source_ID), 
foreign key (Tar_Filename) references Tar_Files(Tar_Filename) 
) engine=InnoDB; 
 
create table Source_Files 
( 
Source_Filename varchar(100) not null unique, 
Iteration_ID unsigned tinyint not null, 
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Source_ID unsigned int not null, 
md5sum char(16) not null, 
Tar_Filename varchar(100) not null, 
primary key (Source_Filename, Iteration_ID), 
foreign key (Iteration_ID) references Iterations(Iteration_ID), 
foreign key (Source_ID) references Sources(Source_ID), 
foreign key (Tar_Filename) references Tar_Files(Tar_Filename) 
) engine=InnoDB; 
 
create table IN3D_Files 
( 
IN3D_Filename varchar(100) not null unique, 
Iteration_ID unsigned tinyint not null, 
Source_ID unsigned int not null, 
md5sum char(16) not null, 
Tar_Filename varchar(100) not null, 
primary key (IN3D_Filename, Iteration_ID), 
foreign key (Iteration_ID) references Iterations(Iteration_ID), 
foreign key (Source_ID) references Sources(Source_ID), 
foreign key (Tar_Filename) references Tar_Files(Tar_Filename) 
) engine=InnoDB; 
 


