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2003 SCEC Progress Report:  Development of a parallelized three-dimensional
finite element code for modeling deformation in southern California
Charles A. Williams, Rensselaer Polytechnic Institute

Introduction
The goal of this project was to develop an initial version of a quasi-static finite element

code to model deformation in southern California.  After much consideration and
discussion with colleagues it was determined that the best way to proceed was to
concentrate on integrating the existing TECTON code into GeoFrame, an extension of
the Pyre framework being developed at Caltech.  Although integrating TECTON into the
framework does not directly address many of the SCEC modeling needs, it was felt that
this approach would provide a better foundation for the code, while easing the process of
adding new code features in the future.  The initial integration of TECTON into the Pyre
framework is now complete, and after some additional refinement and testing, this initial
version of the code will be made available to the SCEC modeling community.  This
version of the code, along with several test problems, will be available before the end of
the project (February 1, 2004).  Because of the nature of the Pyre build environment, it
will also be quite easy for modelers to update the code via CVS as new features are
added.  I plan to maintain a mailing list that will inform SCEC modelers when significant
updates are available.

The integration of the code into GeoFrame provides several immediate benefits to end
users.  The user interface is generally simpler, memory is dynamically allocated,
simulations may be controlled with simple Python scripts, and simulation
monitoring/debugging information is provided by the Pyre Journal facility.  The process
of integrating the code into Pyre has provided a number of less tangible benefits, as well.
Outdated f77 constructs have been removed, providing code that is more robust and
portable, and making code maintenance easier.  Most linear algebra tasks are now
handled by BLAS routines, increasing code efficiency while aiding the task of creating a
more modular code structure.  The original f77 routines have been broken down into
much smaller and more manageable modules, and most of the upper-level drivers have
been replaced by Python code.  The resulting code is much easier to maintain and
upgrade, which will allow the additional features required by SCEC modelers to be
implemented much more quickly.

Due to the general interest in quasi-static finite element modeling, I have recently
received a 3-year ITR grant that will allow me to provide a full-featured package of
general utility.  This much larger project has been leveraged through the smaller SCEC
project.  Although the ITR project will provide a modeling package of more general
application, the influence of the SCEC project has insured that SCEC modeling needs
receive top priority.

The Pyre Framework
GeoFrame [http://www.cacr.Caltech.edu/projects/geoframe/] is a project devoted to

developing a suite of tools to model multi-scale deformation for Earth science problems.
GeoFrame extends the capabilities of the Pyre framework, which is an object-oriented
environment capable of specifying and launching numerical simulations on multiple
platforms, including parallel systems.  The framework provides facilities that allow
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coupling of different codes, a simple and portable build environment, debugging
facilities, and additional facilities such as visualization and message-passing
implementations.  Ultimately, GeoFrame will be a complete modeling package that will
allow the different modeling codes to communicate with each other, as well as with
meshing and visualization packages.

The Pyre framework (Figure 1) may be viewed as a set of cooperating abstract services.
Users are able to access the various services via high-level Python code.  As seen in
Figure 1, TECTON may be viewed as a ‘solver’.  Other services might include solvers
for different types of problems, meshing, and visualization.  All of these different
facilities are implemented as Python packages, consisting of the top-level component, the
bindings between the top-level Python code and the library, and the library itself, as
shown in Figure 2.  To integrate an existing code into the framework, it must be
implemented as a dynamic shared library that is accessed from the top-level Python code
via a set of bindings, which are written in C and C++.

One of the primary advantages of
using the Pyre framework is the
ability to link different codes.  This
does not happen automatically, but
by making use of a number of
facilities built into Pyre, the process
of linking codes is made much
easier, and the resulting linked
package will retain all of the
original Pyre advantages, such as
the simplified user interface and
scripting abilities.  Figure 3 shows

two examples of linking codes.  In the first example, a complete quasi-static modeling
environment is created by linking TECTON with a meshing package such as LaGriT
[http://meshing.lanl.gov/] and a visualization package such as OpenDX
[http://www.opendx.org/].  In the second example, a complete earthquake simulation is
provided by linking TECTON with a dynamic rupture propagation code such as EqSim

Figure 1.  Overview of the Pyre framework. Figure 2.  Layout of a Pyre package.

Figure 3.  Examples of coupling codes with Pyre.
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[Brad Aagaard, pers. comm., 2003], which is in turn linked to a structure analysis code.
In this case, TECTON computes the quasi-static stress field leading up to an earthquake.
Once the stress conditions indicate earthquake initiation, the stress field is passed to
EqSim to perform the rupture propagation calculation.  The perturbed stress field is then
returned to TECTON to allow the simulation of multiple earthquakes.  The rupture
propagation code may also be coupled to a structure analysis code to simulate the
response of structures to the earthquake.  In a current SCEC proposal, one of the
proposed tasks is to begin the process of coupling TECTON with EqSim.  This coupled
tool will be invaluable in studies of the stress states leading up to and during earthquakes.

Tasks Performed
As mentioned previously, most of the work to date has been the integration of

TECTON into the Pyre framework.  This work is generally either directly or indirectly
related to providing the different parts of the TECTON package as shown in Figure 2.
There was considerable code restructuring that is not specifically mentioned below, as
well as the elimination of some options that were no longer viewed as useful (such as the
element-by-element solution method, which will soon be replaced by PETSc methods).
Another significant achievement has been the leveraging of the SCEC project to provide
a starting point for the long-term ITR project.  Thus, SCEC modelers will be primary
beneficiaries of work performed as part of the ITR project.  Below is a summary of some
of the primary tasks performed to date.

1. Altered code to use BLAS libraries.  This process began prior to the initiation of the
SCEC project, and was completed as one of the first steps once the project began.
The use of these machine-optimized routines increases the efficiency and accuracy
of the code, and also aids in designing a more modular code.  The version of
TECTON (1.0) resulting from these modifications is the version currently being
distributed as a standalone code, available via e-mail request from willic3@rpi.edu.
All other code modifications have made to the Pyre version of the code.

2. Removed unwanted f77 constructs.  Since TECTON is a legacy code, many of the
coding practices originally employed are outdated and/or undesirable in a modern
code.  Such practices include the use of f77 implicit typing, excessive use of
common blocks, incomplete dimensioning of arrays, extensive use of GOTO
statements, and a number of other practices that make the code less portable and
more difficult to maintain.  These issues have been fixed in the new version of the
code.  One main difficulty was the elimination of common blocks.  Although useful
in some cases, the presence of common blocks can cause difficulties when
producing a dynamic shared library on some platforms.  They were therefore
eliminated, and the necessary global variables are now maintained in Python
structures in the top-level code.

3. New memory management scheme.  The previous version of the code used a scheme
that was necessary because of the lack of dynamic memory allocation in f77.  With
this scheme, all arrays were stored as portions of a single global array and were
referenced using ‘pointers’ to locations within the array.  The global array was a
static array that needed to have its dimension set large enough prior to compilation.
If memory was exhausted during a run, the user needed to set a new value,
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recompile the code, and then try again.  In the new version of the code, memory is
dynamically allocated (and deallocated, if necessary), using C functions called from
the top-level Python code.  The new method is much more memory efficient, and
recompilation is never necessary.

4. New input layer.  It was determined early on that TECTON would benefit greatly
from a new input layer that was separated from the rest of the code, did not include
any mesh generation features, and did not duplicate any information.  This provides
a cleaner and more versatile input mechanism, and also makes it easier to replace
the input layer with layers that import the information form various meshing
packages.  This necessitated the creation of two sets of new input routines:  one to
scan the different input sections to determine the number of entries, and another to
parse the information once sufficient memory has been allocated.  There are now 46
new f77 routines to perform these tasks as well as additional tasks that were not
previously necessary.  These new routines also return standard error codes that are
translated into exceptions for the top-level Python code.

5. Creation of C++ bindings.  For Python code to be able to call f77 routines, C or
C++ bindings must be provided for each routine.  Additional C routines were
written to perform allocation of f77 arrays from Python, as well as routines to
translate Python lists to f77 arrays.

6. Creation of top-level Python drivers.  Figure 4 shows the new overall structure of
TECTON.  The original specification portion and part of the input portion have
been replaced with a Python driver that scans the input sections and sets all
necessary scalar parameters.  The remainder of the input portion and the sparse
matrix setup portion have been replaced by a single Python driver that performs all
necessary memory allocation, reads the problem information, and sets up the sparse
matrix solution.  At present, the final Python driver simply calls modified versions
of the original f77 elastic and time-dependent solution drivers; however, before the
end of the project, the solution process will be entirely controlled by Python drivers.
The problem specification has also been simplified, so that most problems can be
easily specified from the command line.  More advanced users will be able to
override default values using simple Python scripts.

7. Change code structure for future enhancements.  Part of the reason for focusing on
Pyre integration as the first phase of code development was to allow more rapid
code development in the future.  To aid in this process, I have changed the structure
of the code and put in the necessary ‘hooks’ to allow rapid addition of two of the
highest-priority features:  tetrahedral elements and new material properties.  With
the new code structure, these features can be added with very little effort beyond the
writing of the necessary f77 modules (subroutine packages).

As mentioned earlier, by the end of the project period a Pyre-integrated version of the
code will be available to SCEC modelers.  This version of the code will include all of the
current features as well as complete Python drivers for the elastic and time-dependent
solutions.  There will also likely be preliminary implementations of stress-dependent fault
unlocking and adaptive time stepping.  Initial versions of these features have been
included in a separate TECTON package presently being tested by Chris DiCaprio.  As
new TECTON features are added, as a result of either the ITR project or a new SCEC
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project, SCEC modelers will be informed and they will easily be able to upgrade their
packages via CVS.

Presentation and Dissemination of Results
The results of this project have been presented at several meetings.  A talk was

presented at the SCEC Workshop on Community Finite Element Models for Fault
Systems and Tectonic Studies.  A poster has been presented at the SCEC annual meeting
[Williams et al., 2003a].  Results were discussed informally at the GeoFramework
System Workshop at Caltech.  In December, I will be giving a talk at the AGU Fall
Meeting [Williams et al., 2003b].  I am also in the process of having the standalone
version of the code made available at the GeoFramework web site
[http://www.geoframework.org/].  In the near future, we will also have a mechanism in
place for easy installation of Pyre and the Pyre-integrated version of the code.
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Figure 4.  Changes in top-level structure
between the existing f77 version of
TECTON and the new version in the
Pyre framework.  The ‘xx’ in the python
version refers to the geometry type (3D,
2D, axisymmetric, etc.).  Array sizes are
determined by scanning input sections
rather than specifying values in an input
file, and arrays are dynamically
allocated rather than being referenced by
‘pointers’ within a large predimensioned
array.  The present version of the Python
code simply calls modified versions of
the original f77 driver routines, but they
are now being replaced with Python
equivalents.  Simple Python scripts may
be used to control simulations in the new
version of the code.


