
Challenges/Opportunities to 
Improve CSEP Scoring & 

Classes 

Peter Bird, UCLA 
CSEP Workshop 

2012.06.07 
Rancho Mirage, CA 



I. Stop adding random noise to 
catalogs; it causes systematic bias! 

1)   Adding random noise to magnitudes 
increases large earthquake rates and 
moment rates [Rhoades & Dowrick, 2000]. 
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1)   Adding random noise to magnitudes 
increases large earthquake rates and 
moment rates [Rhoades & Dowrick, 2000]. 

2)  Global tests with too-shallow depth bins 
(<70 km) already suffer from lost EQs 
due to location-depth errors.  Adding 
random noise to depths does not fix this; 
it makes it worse! 



I. Stop adding random noise to 
catalogs; it causes systematic bias! 

3)   Imagine a region where all EQs occur 
on a few fault planes (D = 2).  Due to 
location errors in the catalog, this region 
might appear to have D ≈ 2.3.  Adding 
random noise to (lon, lat) of locations in 
the catalog could cause it to look like  
D ≈ 2.5. 



I. Stop adding random noise to 
catalogs; it causes systematic bias! 

3)   Imagine a region where all EQs occur 
on a few fault planes (D = 2).  Due to 
location errors in the catalog, this region 
might appear to have D ≈ 2.3.  Adding 
random noise to (lon, lat) of locations in 
the catalog could cause it to look like  
D ≈ 2.5. 

“You can’t undo numerical diffusion by adding more diffusion.” 
(You could try curdling, but that’s another can of worms.) 



II. Stop randomly deleting EQs 
from catalogs (“declustering”). 

1)   Declustering was a kluge in RELM to 
make “mainshocks” look independent, 
for the convenience of using the simple 
Poisson distribution (describing counts of 
independent events) in tests such as N, 
L, R, ... 
However, now we have a more realistic 
alternative: the “negative binomial” 
distribution [Kagan, 2010, GJI; Werner et al., 2010, 
Annal. Geoph.], so this is not necessary. 



II. Stop randomly deleting EQs 
from catalogs (“declustering”). 

2)   There is no clear difference in physics 
between “mainshocks” and 
“aftershocks”. 

3)  Many ETAS theorists suspect that EQ-to-
EQ triggering is independent of such 
labels. 
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2)   There is no clear difference in physics 
between “mainshocks” and 
“aftershocks”. 

3)  Many ETAS theorists suspect that EQ-to-
EQ triggering is independent of such 
labels. 

An end to stochastic declustering and an end 
to random catalog perturbation would reduce 
the computational burden of CSEP testing by 
factors on the order of 100,000. 



III. Use these “found” computer 
cycles to increase the ease of 

model preparation and submission. 
1)   Why must all submissions to one class 

use the same (lat, lon) grid? 
[CSEP code can easily sample or interpolate; just 
publicize how it will do this, in advance]. 

2)  Permit minor variations in spatial area.  
[R-score models in overlap areas; perhaps require that 
this is >80% of seismicity?] 

3)  Allow both 1-mag.-bin and multi-mag.-bin 
forecasts to compete.  [Footnote on model 
name and/or scores could explain that multi-bins were 
collapsed.] 



III. Use these “found” computer 
cycles to increase the ease of 

model preparation and submission. 
4)   Accept one-time submissions of truly 

stationary forecasts for “open-window” 
or “eternal*” testing, without the need for 
continual resubmission. 
The reliability of the scores will continue 
to increase as more years pass. 
And if one model eventually outperforms 
others, it won’t need updating. 
 
[ *or until the end of CSEP, whichever comes first ] 



IV. Focus on the philosophical and 
political problems created when 

different CSEP tests favor different 
kinds of forecasts! 

Ø   I’ll show one example, where the ASS test 
(vs. CI) seems to go against most other tests in 
the ranking of “seismic gap” vs. “clustered” 
global 5-year forecasts (which are otherwise 
identical). 

Ø  We must avoid formation of “political parties” 
among forecasters (each using their own 
preferred scores to prove their superiority). 
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Two basic methods of forecasting 
rates of shallow seismicity: 

•  a epoch-specific forecast “S” which is based on 
optimized smoothing of previous shallow 
seismicity through 2004 [Kagan & Jackson, 1994 
J.G.R.; Kagan & Jackson, 2010 GJI ]; and 

•  a stationary long-term forecast “T” which is 
based on tectonic motion from the Global Strain 
Rate Map [Bird et al., 2010, SRL].  

(Each was computed on a 0.5 x 0.5-degree grid, in 75S < latitude < 75N.) 



“S” 



“T” 



...are combined in hybrid forecasts “F”: 

•  F ~* sup(S, T ) 

•  F ~* a S + (1-a) T 
 for a = { -0.5, 0.5}; 
 note that a < 0 gives a forecast similar to some 
 “seismic-gap” forecasts. 

•  log F ~* a log S + (1-a) log T 
 for a = { -0.5, 0.25, 0.5, 0.75}; 
  note that a < 0 gives a forecast similar to some 
 “seismic-gap” forecasts. 



... subject to 2 ground rules (~*): 

•  Each hybrid forecast must show a positive 
rate at every point.  We enforce a minimum rate 
equal to the minimum found in either S or T; this is 
about equal to 1% of global seismicity, spread 
evenly around the Earth. 

•  Each hybrid forecast is scaled to match the 
global rate of earthquakes, 1977-2004, in that 
part of the magnitude range (m > 5.767) 
for which the global CMT catalog is complete: 
164 shallow earthquakes/year. 



“sup(S,T)” 



“(S+T)/2” 



“(S x T)1/2” 



“1.5 T – 0.5 S” 



“1.5 T – 0.5 S” 

Next, we test each forecast against actual CMT earthquakes,  
2005-2009: 

Expecting ~822 earthquakes/5 years; actually there were 998! 



CLASS a I0, specificity I1, success 
log-linear 0.50 3.673 4.029 
log-linear 0.25 3.674 3.944 
log-linear 0.75 3.699 3.942 

linear 0.5 3.465 3.936 
sup - - - 3.429 3.813 

tectonic 0 3.728 3.748 
smoothed 1 3.793 3.637 
log-linear -0.5 4.269 2.722 

linear -0.5 3.948 1.920 

Relative information scores, following Kagan [2009, GJI ], 
in binary bits of information/earthquake  





“(S x T)1/2” 



“(S x T)1/2” 

Comparing our preferred hybrid forecast against  
actual CMT earthquakes, 2005-2009: 

Expecting ~822 earthquakes/5 years; actually there were 998! 



Ø We find best success for the hypothesis that future 
seismicity will be most intense at sites which are both  
(1) close to recent earthquakes, and (2) within plate boundaries  
or other rapidly-deforming orogens.   

Ø More generally, our experience suggests that attempts to  
fit data with statistical models should include consideration of   
hybrid or “recombinant” models.  If  each model used as a  
component is capturing a different aspect of  the truth, it may 
be possible to capture more aspects through some simple  
algebraic combination of  existing models. 

Ø If  so, further optimization may be possible.  



Preliminary results of testing with a 
CSEP-like* scoring code: 

(*1 depth bin, 1 magnitude bin, no declustering) 

•  All models failed the N-test because of the ~21% increase in 
global seismicity starting in 2005 (due to the 2004 Sumatran 
earthquake). 

•  All models failed the L-test for the same reason. 

•  Our preferred model “(S x T)1/2” beat all others in the R-test  
(if this test is valid for a model that failed N, L:?). 

•  The order of model scores in the S-test [Zeckar et al., 2010, BSSA] 
was similar to the order using Kagan’s I1.  Hybrids with a > 0 
and sup(S, T) scored best. 



CLASS a I1, success S, quantile 
linear 0.5 3.936 0.925 
sup - - - 3.813 0.811 

log-linear 0.50 4.029 0.719 
log-linear 0.25 3.944 0.504 
log-linear 0.75 3.942 0.496 
smoothed 1 3.637 0.018 
tectonic 0 3.748 0.015 

log-linear -0.5 2.722 0.000(x) 
linear -0.5 1.920 0.000(x) 

Comparison of CSEP-like S-test scores  
with Kagan [2009, GJI ] information scores I1  





Preliminary results of testing with a 
CSEP-like* scoring code: 

(*1 depth bin, 1 magnitude bin, no declustering) 

•  All models failed the N-test because of the ~21% increase in 
global seismicity starting in 2005. 

•  All models failed the L-test for the same reason. 

•  Our preferred model “(S x T)1/2” beat all others in the R-test  
(if this test is valid for a model that failed N, L:?). 

•  The order of model scores in the S-test was similar to the order 
using Kagan’s I1.  Hybrids with a > 0 and sup(S, T) scored 
best. 

•  The order of Area Skill Scores [Zeckar & Jordan, 2008, GJI] was 
nearly the reverse of the order of S, I1, & R-scores!  “Seismic 
gap” models with a < 0 scored best! 



CLASS a S, quantile ASS 
linear -0.5 0.000(x) 0.596 

log-linear -0.5 0.000(x) 0.568 
tectonic 0 0.015 0.492(x) 

log-linear 0.25 0.504 0.450(x) 
log-linear 0.50 0.719 0.414(x) 

linear 0.5 0.925 0.399(x) 
sup - - - 0.811 0.393(x) 

log-linear 0.75 0.496 0.382(x) 
smoothed 1 0.018 0.354(x) 

Comparison of CSEP-like Area Skill Scores (ASS)  
with CSEP-like S-test scores 





Preliminary results of testing with a 
CSEP-like* scoring code: 

(*1 depth bin, 1 magnitude bin, no declustering) 
•  All models failed the N-test because of the ~21% increase in global 

seismicity starting in 2005. 

•  All models failed the L-test for the same reason. 

•  Our preferred model “(S x T)1/2” beat all others in the R-test  
(if this test is valid for a model that failed N, L:?). 

•  The order of model scores in the S-test was similar to the order using 
Kagan’s I1.  Hybrids with a > 0 and sup(S, T) scored best. 

•  The order of Area Skill Scores was nearly the reverse of the order of S, I1, & 
R-scores!  “Seismic gap” models with a < 0 scored best! 

Since the ASS test technique was developed for testing yes/
no Alarm-type forecasts, it is not clear whether its 
application to probability/rate forecasts is appropriate,  
and whether the results are relevant? 


